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•

• Hadoop S3 Spark Kafka

• JSON/XML/Hstore)

• : MPP PG

• PL/X Extension PXF

• SQL JDBC ODBC

• BI/DW GIS

•

•

•
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Greenplum:
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• PL/X

• MADLib: Graph

• GPText

• GeoSpatial

• Image:
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Greenplum Procedure Language

PLPython, PLR
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● CREATE TABLE sales (id int, year int, qtr int, day int, region text)  

DISTRIBUTED BY (id) ;

INSERT INTO sales VALUES

(1, 2014, 1,1, 'usa'),

(2, 2002, 2,2, 'europe'),

(3, 2014, 3,3, 'asia'),

(4, 2014, 4,4, 'usa'),

(5, 2014, 1,5, 'europe'),

(6, 2014, 2,6, 'asia'),

● CREATE OR REPLACE FUNCTION mypytest(index integer) RETURNS text 

AS $$ 

rv = plpy.execute("SELECT * FROM sales ORDER BY id", 5)

region = rv[index]["region"]

return region

$$ language plpythonu;

● SELECT mypytest(2) ;
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● CREATE OR REPLACE FUNCTION r_norm(n integer, mean float8, 

std_dev float8) RETURNS float8[ ] AS

$$

x<-rnorm(n,mean,std_dev)

return(x)

$$

LANGUAGE 'plr';

● CREATE TABLE test_norm_var

AS SELECT id, r_norm(10,0,1) as x

FROM (SELECT generate_series(1,30:: bigint) AS ID) foo

DISTRIBUTED BY (id);
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MADlib
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●

●

●

MPPApache

● 6

● Apache

Pivotal Greenplum

PostgreSQL
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2011

EMC/Greenplum

Joe Hellerstein from Univ. of California, Berkeley. 
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Data Types and Transformations

Array and Matrix Operations

Matrix Factorization

• Low Rank

• Singular Value Decomposition (SVD)

Norms and Distance Functions

Sparse Vectors

Principal Component Analysis (PCA)

Encoding Categorical Variables

Pivot

Stemming

Sept 2017

Graph

All Pairs Shortest Path (APSP)

Breadth-First Search

Average Path Length

Closeness Centrality

Graph Diameter

In-Out Degree

PageRank

Single Source Shortest Path (SSSP)

Weakly Connected Components

Model Selection

Cross Validation

Prediction Metrics

Train-Test Split

Statistics

Descriptive Statistics

• Cardinality Estimators

• Correlation and Covariance

• Summary

Inferential Statistics

• Hypothesis Tests

Probability Functions

Supervised Learning

Neural Networks

Support Vector Machines (SVM)

Regression Models

• Clustered Variance

• Cox-Proportional Hazards Regression

• Elastic Net Regularization

• Generalized Linear Models

• Linear Regression

• Logistic Regression

• Marginal Effects

• Multinomial Regression

• Naïve Bayes

• Ordinal Regression

• Robust Variance

Tree Methods

• Decision Tree

• Random Forest

Conditional Random Field (CRF)

Time Series Analysis

• ARIMA

Unsupervised Learning

Association Rules (Apriori)

Clustering (k-Means)

Topic Modelling (Latent Dirichlet Allocation)

Utility Functions

Conjugate Gradient

Linear Solvers

• Dense Linear Systems

• Sparse Linear Systems

Path

PMML Export

Sampling

• Random

• Stratified

Sessionize

Term Frequency for Text Analysis

Nearest Neighbors

• k-Nearest Neighbors
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Master

Segment 1

Segment 2

Segment n

…

SQL

String

psql

…
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C API
(Greenplum, PostgreSQL, HAWQ)

( )

( )

( )

Python

SQL

C++
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• Google
Larry Page

Image from

https://en.wikipedia.org/wiki/PageRank
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Greenplum :

● 1 

● 4 

6 segment

50

5B edges

(1K) (10K) (100K) (1M) (10M) (100M)

Note:  log-log scale

(100s)

(1s)

(10K s)

(1M s)
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1 

Greenplum + MADlib 
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●

●

● ● Data 

● Madlib

●
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•

-

-

-

-

-

-
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-

• TB 

• 1000+ 

PL/pgSQL
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KS 
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Elastic Net

1 2

3 4

5 6
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/
● 181 

● 75 

● 116 

● 8 
9.35x

● 439 

● 4,517 

● 100 

● 934 

● 1,438 

● 30 

495 

3.33x

● ~450 ~30

excel

● GPDB 58 

~200 IV
13.7x/

● < 50

~30

● 376

~1.86 
~16x/
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● = 99.7%

● (True Positive Rate) = 0%

● = 62.8%

● = 66%
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X ✓ Greenplum

X Pivotal ✓ Greenplum MADlib

PL/X

X SAS Excel ✓ Greenplum

X ✓

X ✓
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2

API
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●

●

APP

● API

●

●

● API

● Madlib

● scoring 

pipeline, 

●
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•

- API 

-

• 45 

• 50

•

PL/R, PL/PYTHON, PDLTools
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API
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API

API

K-means
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1 2 3

1 2 3

+



2017.thegiac.com

API

API

K-means
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API

API

K-means
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API

API

K-means
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K-means
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• LDA
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K-means

•

•

• 8000+
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API

K-

Means
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API

K-means
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X R data sample

DCA

✓ Greenplum+MADlib

X ✓

X Session ✓ Session

X Teradata ✓ Greenplum Cluster
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Greenplum

pivotalrnd_china_jobs@pivotal.io



2017.thegiac.com
www.top100summit.com

GIAC
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1. Fraud detection
2. Risk analysis
3. Customer experience 

4. Marketing
5. Predictive maintenance
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Master

model = init(…)

WHILE model not converged

model = 

SELECT 

model.aggregation(…)

FROM 

data table

ENDWHILE

…

Segment 2

Segment n

…

1

2

3

Segment 1
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• Greenplum/Apache MADlib and Spark MLlib have many 

of the same principle algorithms (~50)

• Categories of algorithms:
–Machine learning

–Utility functions

–Graph processing

–Text analytics (via MADlib and GPText)

–Geospatial (via PostGIS)
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Some Differences Apache MADlib – Spark MLlib

• Extracting, transforming and selecting features 
- has a lot of methods

• Classification and regression

– gradient boosted tree

– one-vs-rest 

– isotonic regression

• Clustering

– Gaussian mixture model

– more variants of k-means

• Pattern mining

– FP-growth

– prefix span

• Utilities

– Path functions

– Sessionization

– Pivot

– Cardinality estimation

• Time series

– ARIMA

• Math

– More matrix operations than Spark

• Graph

– More built-in graph functions than Spark

• PostgreSQL 

– PL languages for machine learning, e.g., PL/R, 

PL/Python and scikit-learn, pandas, etc.

Spark MLlib: MADlib:

• Geospatial via 

PostGIS

• Text analytics via 

GPText


